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Statistical Power Analysis in Psychological 
Research

W. Todd Abraham* and Daniel W. Russell
Iowa State University

Abstract
Reviews of the psychological literature suggest that many studies lack sufficient
statistical power to detect effects of interest. Increased attention to statistical
power by journal editors, reviewers, and funding agencies has led to a need for
researchers to consider power carefully when designing studies. Our goal is to
present an overview of issues that influence statistical power in the context of
traditional research designs and analytic methods. We then extend the discussion
of statistical power to complex designs and analyses providing readers with sources
useful for evaluating power in the design stage of conducting research. Finally,
we advocate the use of simulation and Monte Carlo methods as a flexible general
strategy for designing research studies with adequate statistical power.

Traditional hypothesis testing requires a researcher to make a substantive
decision based on data. Whether examining group differences, associations
between variables, or event frequency, statistical tests assume a null hypothesis
(H0) of no population effect (e.g. no difference, no association). Sample
data from the population provide the information necessary to test the
null hypothesis against a meaningful alternative hypothesis (HA). Hypothesis
testing requires a decision about whether sample data are consistent or
inconsistent with H0. Table 1 presents the possible outcomes of this
decision. As shown in the bottom right cell of Table 1, statistical power
reflects the likelihood of rejecting H0 when a nonzero effect exists in the
population.

Cohen’s (1962) review of published research in abnormal and social
psychology revealed that many studies lacked sufficient statistical power.
In the four decades following Cohen’s review, the issue of statistical power
has received substantial attention. Cohen authored an entire book on the
topic in 1969 and others have followed (e.g. Kraemer & Thiemann, 1987;
Murphy & Myors, 1998) with the hope of improving the quality of
psychological research. Unfortunately, a review of the published literature
over the 20 years following Cohen’s review revealed that the majority of
research studies still lacked adequate power (Rossi, 1990).
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Recent reviews of power in published studies present mixed findings.
For example, Maddock and Rossi’s (2001) review of published research
in health psychology journals found that the average level of power to
detect moderate effects was 0.77 and that only 17% of the studies
reviewed were severely underpowered (i.e. power < 50%). Findings
from a review of research in applied psychology also suggest that
researchers are paying more attention to power (see Aguinis, Beaty,
Boik, & Pierce, 2005). However, reviews in other areas suggest that
the statistical power of published research not only remains quite low,
but also has not improved much over the last 20 years (e.g. Chan &
Altman, 2005). In addition, the adequacy of statistical power in published
research depends on other factors, including the size of the effects of
interest or whether studies were externally funded (Maddock & Rossi,
2001).

In this work, we review the primary factors that influence statistical
power and demonstrate why all readers ranging from advanced under-
graduates to postgraduate researchers should attend to statistical power
in their research. Next, we discuss issues relating to power in the con-
text of traditional design/analytic approaches and provide resources to
assist both beginning and advanced researchers in determining power
during the research planning stage. In doing so, we focus on things
researchers can do such as increasing estimate precision, increasing
measurement reliability, and decreasing measurement or residual error
that will increase statistical power without employing larger samples (see
McClelland, 2000). We also discuss the extension of statistical power
principles to complex designs and analytic methods that present addi-
tional issues for advanced graduate and postgraduate researchers to
consider. Finally, we conclude with information relevant to all researchers
by discussing a general and underutilized method for conducting power
analyses using simulation methods that may be novel to many researchers
in psychology. We feel that simulation methods provide a very flexible
approach that would assist researchers in designing studies with adequate
statistical power.

Table 1 Possible decisions in hypothesis testing

Researcher’s decision

True in the population

H0 is true H0 is false

Retain (fail to reject) H0 Correct decision 
(no evidence to reject H0)

Type II error (β)

Reject H0 (accept HA) Type I error (α) Correct decision (Power = 1 – β)
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Primary Factors That Influence Statistical Power

The magnitude of an effect in the population (i.e. the effect size) is one
primary factor that influences statistical power because larger effects are
easier to detect than smaller effects. Although many ways of expressing
effect sizes exist, the two most common are Cohen’s d and r2. Cohen’s d
expresses the difference between two means on a standard deviation
metric. For example, a d equal to 0.50 indicates that two means differ by
one half of a standard deviation. The second effect size, r2, reflects the
proportion of shared variance between two variables. For example, a
correlation (r) of 0.30 indicates that two variables share 9% of their
variance because r2 is simply the square of the Pearson correlation coefficient.
Cohen (1969, 1988) added substantive labels to these effect size measures,
describing values of 0.20, 0.50, and 0.80 for the effect size d as reflecting
small, medium, or large effects. Similarly, Cohen considered correlations
of 0.10, 0.30, and 0.50 (or r2 = 0.01, 0.09, and 0.25) as small, medium,
and large effects, respectively. Although Cohen (1988) indicated that these
labels were somewhat arbitrary and depended on the particular area of
research, these labels have provided researchers with a standard that is very
useful in conducting power analyses.

One important issue to keep in mind when considering statistical
power is that the true population effect size is never actually known.
Rather, researchers estimate population effects from sample data. As with
any estimated quantity (e.g. a mean, proportion), a single effect size estimate
reflects only one possible value on a theoretical sampling distribution of
population effect estimates. Assume that the population average difference
between two groups corresponds to half a standard deviation and that two
researchers each draw a random sample from that population to estimate
the effect size for the mean difference. One random sample could yield a
large estimate (e.g. d = 0.75) and the second random sample from the
same population could yield a much smaller estimate (e.g. d = 0.25). As
with sampling distributions for any other quantity, the average of the
estimates of the effect size from numerous repeated draws of random
samples should converge to the true population value.

In addition to the population effect size, the size of the randomly drawn
sample influences statistical power because larger samples yield more
accurate estimates of the true effect size than do smaller samples. For
example, if the standard deviation of a measure is 10 units, a sample size
of 64 cases yields a standard error of the mean (SEM) of 1.25 whereas
increasing the sample size to 100 cases reduces the SEM to 1.00. Because
normal theory test statistics are computed by dividing estimated effects by
their standard errors, smaller standard errors produce larger test statistics
that are more likely to exceed critical values on the underlying statistical
distribution when the null hypothesis is false. This is the reason why
sample size is also a primary factor that influences statistical power.
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Why Statistical Power Is Important

Statistical power in psychological research has started receiving increased
attention from journal editors and reviewers. The American Psychological
Association’s Board of Scientific Affairs publication of statistical and
methodological guidelines may be largely responsible for this increased
attention. The Task Force on Statistical Inference called on researchers to
not only attend to power, but also to document how sample size decisions
were made before conducting the study (Wilkinson & the Task Force on
Statistical Inference, 1999). In addition to the implications for publishing
research from any single study, many funding agencies currently advise
applicants and reviewers to attend to statistical power in grant applications.

More important than the implications for single studies and individual
research projects, statistical power plays a vital role in the development of
a consistent cumulative psychological science. Researchers who fail to find
statistically significant effects in their studies often decide against submitting
the findings for publication. In addition, editorial decisions regarding
publication of research findings often favor studies that report significant
effects. Regardless of whether the publication decision rests with the
researcher or journal editor, finding statistically significant effects usually
influences whether results from a single study are ever published, leading
to what Rosenthal (1979) referred to as the ‘file drawer problem’ in which
underpowered studies that fail to demonstrate significant findings never
become part of the published/available research literature. A related
problem involves underpowered studies that do demonstrate statistically
significant effects and in turn are published because findings from such
studies often lead to an overestimation of the true effect size when the
collective literature in a particular research area is examined (Kraemer,
Gardner, Brooks, & Yesavage, 1998). In terms of establishing a consistent
literature, underpowered studies that do report significant findings are
typically contradicted or shown to have overestimated the size of an effect
by subsequent adequately powered studies (Ioannidis, 2005).

To demonstrate the potential impact of underpowered studies on the
cumulative literature regarding a particular effect, we conducted a simple
simulation study in which data are generated for a known population and
then randomly sampled to reflect a particular research design of interest.
First, we generated a single outcome variable for two population groups
to reflect a control population and a treatment population, with a popu-
lation mean difference between the groups corresponding to half a standard
deviation or a moderate-sized effect (Cohen’s d = 0.50). We then gen-
erated 1000 random samples from the population with each sample,
including 40 cases in each of the two groups (N = 80). Given this popu-
lation effect and sample size, statistical power to detect the mean difference
in each of the 1000 generated samples equaled 0.60. Next, we randomly
sampled 10 of the 1000 generated samples to reflect independent exact
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study replications conducted by 10 different researchers. Finally, we con-
ducted an independent samples t-test to test whether the effect of group
membership (treatment versus control) differed significantly from zero in
each of the 10 replications.

The results from these analyses appear in Table 2 rank ordered from
lowest to highest by the absolute value of the observed mean difference.
Bolded values in the lower part of Table 2 indicate studies in which
the mean difference between the groups was statistically significant (at
P < 0.05). Because the power in any single sample was 0.60, it is not
surprising that 4 of the 10 studies (i.e. the first four lines in Table 2) found
no significant difference due to group membership. Of particular interest,
the first line in Table 2 not only indicates that the effect of group
membership was not statistically significant, but that the observed mean
difference was in the opposite direction. That is, those who experienced
the treatment actually scored lower on average than did those in the
control condition. Suppose for a moment that this was the first study
conducted to examine the particular treatment. Given that the effect
tendency is in the wrong direction, the researcher may not attempt to
publish the study. Regardless of publication, future research efforts to
examine the treatment would likely be abandoned, as the results from this
single study suggest it is detrimental.

Now suppose that any of the other studies in Table 2 were the first to
examine the particular treatment and that the first study was indeed
published leading nine other researchers to attempt replications. Taken
together, the cumulative literature regarding this particular effect would
seem mixed or inconsistent. Why might four of the replications show no

Table 2 The potential effect of underpowered research on cumulative 
science

Sample
M

(control)

M
(treatment)

M
(Difference) t P

95% CI for the 
mean difference

LL UL Width

754 0.28 0.18 –0.10 –0.43 0.672 –0.56 0.36 0.92
023 0.23 0.34 0.11 0.54 0.589 –0.30 0.53 0.83
167 –0.01 0.21 0.22 0.95 0.346 –0.23 0.66 0.89
838 –0.05 0.42 0.47 1.91 0.060 –0.02 0.96 0.98
660 0.19 0.69 0.50 2.34 0.022 0.08 0.93 0.85
947 –0.05 0.51 0.56 2.76 0.007 0.16 0.97 0.81
231 –0.13 0.44 0.57 2.52 0.014 0.12 1.03 0.91
108 –0.15 0.44 0.59 2.61 0.011 0.14 1.03 0.89
009 –0.19 0.49 0.69 3.57 0.001 0.30 1.07 0.77
358 –0.25 0.75 1.00 4.52 <0.001 0.56 1.43 0.87
Mean –0.10 0.55 0.65 0.23 1.08 0.85
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statistically significant effect? A likely next step for researchers might
involve the search for other variables that potentially moderate the treat-
ment effect. That is, researchers may shift attention to other factors that
seemingly influence whether the treatment works or not. Unfortunately,
there is no need to search for moderators of this treatment effect because
the inconsistent literature in this particular case stems entirely from
conducting underpowered research studies (see Ioannidis, 2005).

The quantities in the last line of Table 2 (italicized values) reflect
averaged values from the six studies that showed a statistically significant
effect. Conceptually, this reflects what would happen if a researcher con-
ducted a meta-analysis (i.e. a quantitative synthesis of empirical studies
that yields an average effect size for the relationship between two variables)
of this particular effect. This case is similar to the real problem of publi-
cation bias (i.e. the ‘file drawer problem’) in meta-analytic research
because the average values come only from studies that reported a signifi-
cant difference. As shown in the last line of Table 2, the average effect of
0.65 standard deviation units clearly overestimates the true population
effect of 0.50 (see Kraemer et al., 1998). A final point involves the values
in the last column of Table 2 that reflect the width of a 95% confidence
interval for the mean difference between groups in each study. In every
case, the width of the confidence interval exceeds 0.75 standard deviation
units, indicating that the estimate of the true population difference in
each of the studies lacks precision. Together, these simulation results dem-
onstrate the potential consequences for the development of a cumulative
and consistent literature when researchers conduct underpowered studies.
We contend that current (postgraduates and advanced graduate students)
and future (advanced undergraduate and graduate students) researchers
must develop an understanding of statistical power and consider a number
of important issues related to power when designing research studies.

Power Analysis, Research Design, and Measurement

When planning studies, researchers should first consider reasonable sizes
for the effects they are examining. For example, in designing an intervention
study, a researcher might expect that postintervention scores for those
who receive the intervention should differ from scores for those in
the control group by one half a standard deviation on average. Next, the
researcher needs to determine how many participants to include in the
study. Suppose the researcher decided to include 50 participants in each
of the study conditions (N = 100). Assuming a moderate effect for the
difference between groups (i.e. Cohen’s d = 0.50), the design provides
power of 0.70, slightly below the 0.80 typically preferred. Increasing the
sample size by 20 cases per condition (N = 140) increases power to 0.84
indicating that 70 cases per condition would provide adequate power to
detect a moderate effect due to the intervention. What if the intervention
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effect were somewhat smaller than one half a standard deviation (e.g.
d = 0.40)? The same design with 70 cases per group has considerably less
power (0.65) to detect a ‘smaller than moderate’ intervention effect.

Given the interplay between effect size and sample size, researchers
should often consider a range of plausible effect sizes and examine power
under different conditions. Numerous sources are available to assist researchers
in conducting power analyses for traditional designs/analytic approaches.
Many statistics and research design books (e.g. Cohen, 1988; Cohen, Cohen,
West, & Aiken, 2003; Keppel, 1991; Keppel & Wickens, 2004) provide
tables and/or formulas that can assist with decisions regarding sample size.
In addition, power analysis programs, including Power and Precision
(BioStat, 1997) and PASS (NCSS, 2005), are available for purchase. Alterna-
tively, numerous Web sites, online calculators, software programs (e.g.
G*Power 3; Faul, Erdfelder, Lang, & Buchner, 2007), and applets (e.g.
Lenth, 2006) available free of charge on the Internet are also very useful
for conducting power analyses.

Of course, many areas of psychological research face sample size
limitations, whether due to interest in a specific population (e.g. the
clinically depressed), a costly/labor-intensive treatment/manipulation, or a
lack of funding for compensating participants. What if the initial sample
size of 50 cases per group in the example above reflected the upper limit
in sample size due to availability of participants or funding? Fortunately,
researchers can consider other factors that influence power aside from
increasing sample size. Design features of the study such as adding a pretest
measure and conducting the statistical test on the differences between
pretest and posttest scores can improve power because the standard
deviation of the differences is reduced from the pooled standard deviation
of the posttest scores by a function of the pretest–posttest correlation (i.e.

; see Cohen, 1988, 539). However, it is important to note that
power only increases in such a design if the pretest–posttest correlation
exceeds 0.50. In addition, there are specific cases involving the pretest–posttest
correlation and the reliability of the posttest in which the posttest-only
design provides greater power than the pre–post design (Maxwell, 1994).
Finally, alternative analytic approaches are much better suited for analyzing
data from pre–post research designs.

One such approach involves using scores on the pretest as a covariate
in the analysis, which should always improve power, provided the pretest
and posttest scores are correlated. Note that, unlike the analysis of
pretest–posttest differences in which power increases only after the pre–post
correlation exceeds 0.50, power increases when using the pretest as a
covariate once the pre–post correlation differs from zero. Generalizing
from the use of pretest measures, including other meaningful covariates in
an analysis also serves to increase power. Covariates provide the largest
increase in power when they are uncorrelated with the predictor of interest,
as is the case in designs that employ random assignment to condition.

2 1( )− r
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Including meaningful covariates in the design improves power by reducing
the residual variability in the dependent variable that is unrelated to the
predictor of interest.

A second approach involves the addition of intermediate assessments to
the study. For example, a researcher could administer a pretest, randomly
assign participants to condition, conduct the treatment or manipulation,
administer intermediate assessments, and then administer the posttest
measure after a predetermined period. Such longitudinal designs are
becoming very popular for examining group differences in randomized
studies because they typically increase statistical power relative to posttest-
only and pretest–posttest designs. However, the relative gain in power by
including intermediate assessments depends on both the number of
intermediate assessments that are administered and the reliabilities of the
pretest and posttest measures (Maxwell, 1998).

A final issue to consider involves the reliability of scores obtained from
study measures; poor reliability generally decreases statistical power. One
way to increase the reliability of a measure involves simply adding parallel
or related items. Estimates of internal consistency (i.e. reliability) for a
measure such as coefficient alpha (α) will typically increase as a function
of increasing the number of items, holding all other important quantities
equal (i.e. the average interitem correlation, item variances, and the total
variance of the composite score). For example, a two-group design with
35 cases in each group provides power of only 0.55 to detect a moderate
(d = 0.50) mean difference on a single-item outcome measure, whereas
lengthening the outcome measure to four items with an average interitem
correlation of 0.50 (α ≈ 0.80) increases power to detect the same effect to
0.74 with sample size held constant.

Although lengthening a measure typically increases reliability and
higher reliability generally increases power, there are situations in which
increased reliability can actually decrease statistical power (Nicewander &
Price, 1983). Such situations occur whenever the observed variance in a
measure increases as reliability increases (Zimmerman & Williams, 1986),
as is the case when higher reliability makes the measure more sensitive to
systematic variance stemming from individual differences. Alternatively, if
the observed variance in a measure decreases as the reliability increases,
reflecting a reduction in measurement error, power will increase as
reliability of the measure increases (Maxwell, Cole, Arvey, & Salas, 1991;
also see Zimmerman & Williams, 1986). Ideally, researchers should
include multiple item measures that possess high levels of both reliability
(due to reduced levels of measurement error) and validity in their research.

Complex Hypotheses

As research areas develop, advances in theory often lead researchers to ask
questions that examine hypotheses involving multiple variables and/or
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indirect influences such as moderation or mediation. Moderation hypotheses
(i.e. tests of statistical interactions) typically possess less power than do tests
of direct or ‘main’ effects (e.g. Aiken & West, 1991). Although not
necessarily low in power, mediation hypotheses do involve multiple effect
sizes compounding issues related to power. In a single mediator model,
the strength of association between both the predictor-mediator and
between the mediator-outcome influences the power to detect the
mediation effect. Effect size, sample size, research design, and reliability
also influence the statistical power related to tests of both moderation (e.g.
Stone-Romero & Anderson, 1994) and mediation (e.g. Fritz & MacKinnon,
2007).

Mediation hypotheses present an additional challenge in that methods
for testing the effect differ with regard to power. Recent findings (e.g.
MacKinnon, Lockwood, Hoffman, West, & Sheets, 2002; MacKinnon,
Lockwood, & Williams, 2004; Shrout & Bolger, 2002) demonstrate that
traditional normal theory test statistics, computed by dividing the indirect
(i.e. mediation) effect estimate by an appropriate standard error (e.g.
Baron & Kenny, 1986; Sobel, 1982), lack statistical power relative to
alternative methods. Confidence intervals for the indirect effect obtained
from statistically appropriate distributions of the cross product (MacKinnon
et al., 2002, 2004; also see Fritz & MacKinnon, 2007) or through resampling
methods (e.g. Shrout & Bolger, 2002; also see Mallinckrodt, Abraham,
Wei, & Russell, 2006) provide more power than do traditional
approaches. However, findings also suggest that resampling methods
may result in inflated Type I error rates (e.g. Fritz & MacKinnon, 2007;
MacKinnon et al., 2004).

Complex Designs and Advanced Analytic Methods

As discussed above, use of repeated assessments and multiple items to
increase score reliability are design features that often improve statistical
power. Incorporating such features necessarily increases design complexity
and requires the use of alternative multivariate statistical techniques.
Although the general principles related to statistical power apply to these
procedures, power calculations for multivariate statistical methods often
become more difficult.

In addition to increasing score reliability and including multiple assess-
ments, researchers can often benefit by including multiple study sites. For
example, a study that includes only one clinic or counseling center to
assess the effectiveness of an intervention to reduce depression may face
sample size limitations, whereas including multiple sites in the study
design would increase the total sample size. In addition to increasing
sample size and subsequent power, inclusion of multiple sites that contain
diverse participants can also improve the representativeness of the sample
leading to greater generalizability of the results. However, researchers must
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also consider complex analytic methods that are more appropriate as
design complexity increases.

Multilevel regression

Including multiple study sites necessitates use of analytic methods
capable of dealing with the resulting multilevel data structure. Because
participants are nested within sites, they no longer reflect completely
independent observations creating nonindependence in the sample.
Ignoring this nonindependence in the analysis produces biased standard
errors that subsequently inflate test statistics (i.e. the standard errors
are too small). Multilevel regression methods adequately handle the
nonindependence that results from clustered sampling and allow for the
investigation of effects both within and across levels of the data. For
example, a researcher can examine whether an intervention is effective
at the individual level as well as whether the efficacy of the intervention
varies across sites. In addition, characteristics of the intervention sites
might interact with characteristics of the individuals within those sites,
resulting in cross-level interaction effects. The possibility of examining
these types of relationships makes multilevel regression a very useful
analytic approach.

Although the general principles related to statistical power apply to
multilevel designs, additional issues increase the complexity of designing
such studies. A key issue involves the need to consider sample size at more
than one level. Sample size at each level of the design influences power
depending on the level at which the effect of interest is hypothesized to
occur (e.g. Kreft & de Leeuw, 1998; Snijders & Bosker, 1999). Generally,
sample sizes at one level influence power to detect effects at that level.
However, other factors, including the parameter of interest (e.g. Raudenbush
& Liu, 2000) and specification of effects (e.g. study site) as fixed or random,
influence power as well. For example, increasing sample size at the second
level (e.g. the number of sites) has a larger influence on power to detect
second-level effects than does increasing the sample size at the first level.
However, increasing sample size at the first level of the design increases
power to detect significant variability across second-level units (Raudenbush
& Liu). Power to detect significant variability at the second level also
increases as the variance across second-level units becomes larger; however,
larger variability between second-level units actually decreases the power
to detect average effects of second-level predictor variables.

In addition to the interplay between effect size, sample size, and variance
across levels in multilevel studies, the degree of nonindependence in the
data also influences power (Kreft & de Leeuw, 1998). Specifically, as
nonindependence increases, statistical power to detect second-level effects
and cross-level interactions decreases, thereby requiring larger sample sizes
at the second level of the study. Cross-level interaction effects present a
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further challenge in that additional factors such as the method of model
estimation can also influence power (e.g. Zhang & Willson, 2006).

Given the complex influences on power in multilevel models, study
design often involves trade-offs that depend on the effects of interest and
logistical constraints (e.g. funding, site availability). Fortunately, many
resources useful for examining statistical power in multilevel designs are
available, including books and articles that discuss power and present
formulas for determining necessary sample sizes at each level of the design
(e.g. Kreft & de Leeuw, 1998; Snijders & Bosker, 1993, 1999). Researchers
can also use specialized software such as the Power in Two-Level Designs
program (Snijders, Bosker, & Guldemond, 2003). The Optimal Design
software program (Liu, Spybrook, Congdon, Martinez, & Raudenbush,
2006) offers even greater flexibility that includes capabilities for clustered
random trials, three-level models, and repeated measures designs. Although
flexible, the Optimal Design software does not handle every possible
multilevel design.

Structural equation modeling (SEM)

Structural equation modeling is an extremely flexible modeling approach
that encompasses traditional analytic methods (e.g. regression, analysis of
variance), allows for the estimation of latent variables, and extends to
applications with multilevel data. The primary benefit of using SEM in
terms of statistical power involves the increase in score reliability through
the estimation of latent variables. The general issues related to statistical
power (e.g. effect size, sample size, reliability) apply to SEM as well.
However, researchers need to consider two distinct issues when planning
studies that will employ SEM methods for analysis. The first issue involves
whether the study possesses adequate power to test the fit of the overall
structural model. Evaluation of SEM models requires testing the model-
implied population covariance matrix against the sample covariance
matrix. The logic of hypothesis testing is reversed in the context of SEM
in that a nonsignificant test result provides evidence that the hypothesized
model fits the observed data, whereas a significant result indicates a problem
with the model. Based on this logic, a researcher is actually seeking to
retain the null hypothesis of no difference between the population and
sample covariance matrices. Therefore, it is imperative that researchers
design studies with sufficient power to reject the null hypothesis if it is
false, as low power decreases the likelihood of rejection making a researcher
more likely to conclude (perhaps erroneously) that the hypothesized
model fits the data (see Cashen & Geiger, 2004, for a general discussion
of power when the null hypothesis is of interest). Because the test of
model fit in SEM involves a chi-square statistic that can differ purely as a
function of sample size, numerous fit indices that are less sensitive to
sample size influences exist for evaluating the fit of SEM models (Hu &
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Bentler, 1999; Vernon & Eysenck, 2007). Recently, researchers have
developed ways to assess statistical power in SEM models using these
various fit indices (e.g. Kim, 2005; MacCallum, Browne, & Cai, 2006;
MacCallum, Browne, & Sugawara, 1996).

The second issue in SEM involves the power of tests for specific parameter
estimates (e.g. regression coefficients, factor loadings, latent means). One
method for examining the power to detect specific effects involves first
estimating a model that specifies an effect size estimate for the parameter
of interest and then estimating a second model that reflects the null
hypothesis by constraining the parameter estimate to equal zero (Saris &
Satorra, 1993; Satorra & Saris, 1985). The misspecification of the model
under the null hypothesis yields a noncentrality parameter that can be
used to estimate power to detect the effect. The software program
LISPOWER (Jöreskog & Quiroga, 1988) uses this approach but it is no
longer readily available. Fortunately, many books (e.g. Duncan, Duncan,
& Strycker, 2006; Kaplan, 2000; Kline, 2005), chapters (e.g. Kaplan,
1995), and articles (e.g. Muthén & Curran, 1997) include excellent
discussions of methods to assess statistical power in SEM.

Latent growth curve analysis

Growth curve analysis bridges multilevel regression and SEM methods
because both frameworks provide ways of conceptualizing the growth
model. In the multilevel framework, a growth curve reflects a two-level
model in which repeated measures are nested within persons (i.e. individuals
are the second-level units). Alternatively, in an SEM framework, repeated
measures serve as multiple indicators of latent variables that correspond to
an initial level or intercept and a rate of change over time or slope (see
Duncan et al., 2006). Issues involving power in multilevel regression and
SEM translate directly to growth curve models. Consistent with multilevel
modeling approaches, sample sizes at both levels of the growth curve will
influence power and researchers must typically consider trade-offs depending
on the parameters of interest. For example, increasing the number of time
points or assessments (i.e. sample size at the first level) increases power to
detect mean differences in initial levels or rates of change (see Muthén &
Curran, 1997; Muthén & Muthén, 2002). Alternatively, increasing the
number of participants in the study (i.e. sample size at the second level)
increases power to detect both variability in, and effects of covariates
(second-level effects) on, the growth parameters (Muthén & Muthén).

Consistent with findings regarding SEM, the reliability of the growth
curve also plays an important role in determining power (e.g. Hertzog,
Lindenberger, Ghisletta, & von Oertzen, 2006). Reliability improves as
the number of assessments increases, suggesting that inclusion of more
time points in the study design would improve the reliability of the
growth curve estimate. However, reliability of the growth curve is also a
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function of the correlation between scores over time, much the same way
that internal consistency (e.g. Cronbach’s α) increases as the correlations
among items on a measure increase. Thus, using measures that correlate
highly over time improves power to detect both rates of change and the
effects of other variables (e.g. intervention exposure in a randomized trial)
on the rate of change. Because growth curves can be viewed as multilevel
or SEM models, researchers can assess statistical power using the methods
described above. However, inclusion of multiple curves in the same model
to test hypothesized associations between rates of change on different
constructs (see Hertzog et al., 2006) and/or possible research questions
involving moderated/mediated effects on rates of change (e.g. Li et al.,
2001; also see Duncan et al., 2006) quickly increases model complexity
making power analysis more difficult.

Simulation Approaches to Power Analysis

Thus far, we have linked basic principles regarding statistical power to
different types of research designs and analytic approaches. In addition, we
described a number of issues that arise when the complexity of research
questions, study design, and analytic approaches increases. Although
methods for assessing power are readily available for most research designs
and analytic methods, situations in which existing methods of assessing
power are not straightforward (e.g. second-order latent growth models,
growth mixture models) often arise. In addition, none of the methods
described above extend easily to power analysis in the context of missing
data.

A general framework that works well for assessing statistical power
involves conducting analyses on simulated data that mirror what the
researcher can reasonably expect to find based on existing research or pilot
data. Typically, estimates for means, variances, and covariances/correlations
among the study measures are all that is necessary to perform simulations.
Using these parameter estimates, the researcher conducts the analysis
under different conditions that might alter sample size, effect sizes, inter-
correlations among measures, or score reliability. Conducting a simulated
analysis only one time provides limited information in that a determination
of adequate statistical power relies on whether a test on the simulated data
indicates that the effect is statistically significant. Clearly, this approach is
not optimal because the design could be either severely underpowered but
still produce significant findings or adequately powered but not reveal a
statistically significant effect. A better approach involves conducting the
simulation numerous times and using the proportion of replications that
result in a statistically significant test result as an estimate of power for the
design. Most general statistical software packages such as SPSS and SAS
possess features that enable researchers to examine power by conducting
simulations of common univariate and multivariate analyses.
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An extension of simulation approaches, that we feel provides the
greatest flexibility, involves conducting simulated analyses via Monte
Carlo studies that allow researchers to examine any aspect of the models
they intend to use for hypothesis testing. This approach allows
researchers to vary sample sizes, effect sizes, score reliability, and other
conditions that influence statistical power, such as violations of statistical
assumptions (e.g. Curran, West, & Finch, 1996). Because Monte Carlo
simulations involve repeated random samples from specified populations,
researchers can also evaluate empirical sampling distributions for effects
of interest, as we did earlier to illustrate the potential impact of under-
powered research on the development of a consistent cumulative body
of literature.

One potentially interesting application of this feature relates to an
issue raised by Maxwell (2004) involving studies that test multiple
hypotheses. Using estimates and standard errors obtained from Monte
Carlo studies, a researcher could easily assess whether a proposed design
possessed adequate power to detect multiple effects of interest as opposed
to possessing adequate power to detect any individual effect. Given that
the majority of research in psychology involves multiple hypotheses and
multiple relationships among multiple variables, such an application of
Monte Carlo techniques provides a seemingly useful method for
examining statistical power.

Throughout our discussion, we have provided references to resources
discussing issues relevant to statistical power and conducting power analyses.
In Table 3, we provide brief descriptions of excellent sources that discuss

Table 3 Sources for using simulation methods to conduct power analyses

Source Description

Fan, Felsovalyi, Sivo, 
and Keenan (2003)

Excellent resource for conducting 
univariate/multivariate simulations 
using the SAS software package

D’Amico, Neilands, 
and Zambarano (2001)

Provide syntax to simulate multivariate 
models in the SPSS software package

Osborne (2006) Provides a minor correction and 
extension to D’Amico et al. (2001)

Paxton, Curran, Bollen, 
Kirby, and Chen (2001)

Provide general guidelines for 
conducting Monte Carlo studies

Muthén and Muthén (2002) Demonstrate how to conduct Monte 
Carlo studies explicitly designed 
to examine statistical power 

Fan and Fan (2005) Describe how to conduct Monte Carlo 
studies for structural equation modeling 
applications using the SAS software package
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simulation approaches to conducting power analyses. Researchers considering
simulation methods and Monte Carlo studies as an approach to examining
statistical power should also consult the programming manuals for various
statistical software packages. In our experience, combining use of a gen-
eral analysis package (e.g. SAS, SPSS) and specialized SEM software (e.g.
LISREL, EQS, Mplus) provides the flexibility necessary to conduct
Monte Carlo studies for most research situations.

Conclusion

It is important for researchers to both understand and use power analysis
methods in the process of designing research studies. Conducting power
analyses of investigations proposed for funding by agencies such as the
National Institutes of Health is virtually a requirement; convincing
reviewers that your proposed investigation has sufficient power to test
the hypotheses embodied in the Specific Aims of the proposal is a key
part of the evaluation process. Training both doctoral students and
faculty (many of whom received no training in how to conduct power
analyses as part of their doctoral education) in how to conduct statistical
power analyses is becoming a necessity for graduate programs in psy-
chology. Indeed, some doctoral programs are now requiring students to
include power analyses as part of their dissertation proposals. In the
future journal editors may refuse to publish results from studies that are
underpowered, necessitating improvements by researchers in either
effect sizes, sample sizes, or the reliability of measures. This increased
attention to the power of psychological investigations should result in
both future studies that are more sensitive to the effects researchers
are seeking to detect and the development of a consistent cumulative
science of psychology.
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